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We developed a highly automated, model-
driven approach for maintaining multi-
customer code bases. This approach to the
updating process helps control costs, keep the
software structure consistent, simplify changes,
and improve overall productivity.

Customization’s challenges
Developing a management information sys-

tem to be implemented for various clients with
their own customizations can be difficult when
the system suffers continuous modifications,

whether introduced by the development team
or the clients. We can model this as a tree whose
trunk represents the main project and trunk
nodes represent the project’s different versions
(see Figure 1). Each branch growing from a
trunk node represents an implementation for a
new client. Like the main project, each client’s
version includes several nodes of its own.

Clients can add features to the main version
or require the developers to incorporate into
their implementation any new features they’ve
added to the main project (the latter is done
while updating their system to a main-project
version, still preserving their particular modifi-
cations). Management information systems
modifications, such as these, involve the appli-
cation source code, database structure, applica-
tion metadata, and external or internal utilities.

This difficulty is similar to that of version
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management in concurrent code development,
which also uses the branches concept (see
Concurrent Version System, www.cvshome.
org). However, the problem is more noticeable
in management information systems because it
affects not only the control of changes in
source code or metadata but also each client’s
need to maintain its own particularities in the
future. Including such particular modifica-
tions in the main code isn’t feasible for two
reasons: these modifications might constitute
an extension the client doesn’t intend to make
public, and handling a main project that in-
cludes many different implementations would
be nearly impossible.

Besides these issues, the typical problems
associated with implementing applications
still exist: platform independence, version in-
compatibility between the new application
and other applications already installed in the
client (or future installations), and technology
changes that affect the application code. Test-
ing to check for errors in the management ap-
plication is essential.

New releases happen much more frequently
in open source systems development, where you
can measure the periodicity in weeks instead of
months or years. Making the source code avail-
able to the client also allows a level of change
that’s not possible in a proprietary system with
version and update control. Therefore, the tra-
ditionally time-consuming updating process be-

comes critical. The process must be automated
because developing a time-consuming plan be-
fore each new update is infeasible, and because
the updating process would be prone to errors.
Automating the updating process is the main
difference with other systems of version and up-
date control.

Also, as we previously mentioned, a man-
agement system is continuously working, so
installing a new version from the starting
point isn’t feasible because it’s essential to pre-
serve the data the system has stored. The only
viable solution is to update the system while
it’s working.

Updates to the client’s system don’t always
happen at the same rate as new versions, as
represented in Figure 1. How can we get them
to happen at the same rate? It’s the same solu-
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Figure 1. Main project
and implementations.

Preserving source code’s adaptability over time is a
particularly challenging problem of persistent software at-
tributes. In many environments, both overall code quality
and source code adaptability deteriorate rapidly over time,
largely because of changes made without sufficiently un-
derstanding the code’s original intent. Preserving adapt-
ability becomes even more challenging when you need to
keep multiple variants of the source code tree. Inconsisten-
cies between such variants can result in the need to duplicate
and separate the code base. Adaptability then begins to
decline steeply as changes to one code tree begin to fail on
other increasingly different trees.

In this article, Nicolás Serrano, Ismael Ciordia, Sonia
Calzada, and Fernando Alonso report on how they suc-
ceeded in creating persistent source code adaptability. A

common theme in many PSA strategies is to better capture
and automate the context in which changes occur, and the
approach the authors took reflects this theme. For their mar-
ket niche of creating company-specific management infor-
mation systems, preserving adaptability and supporting
per-customer source tree variants were prerequisites for sur-
vival. They describe how they used a model-driven ap-
proach to ensure that their MIS software’s overall structure
wasn’t lost and to allow variants to be described in a con-
trolled fashion that avoided costly duplication. The resulting
tools and methods allow the company they built this for to
survive in a market niche where uncontrolled source code
adaptation costs would quickly prove disastrous.

— Terry Bollinger, Jeffrey Voas, and 
Maarten Boasson, guest editors
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tion that we use to make more frequent ver-
sion releases: automate the process. The Con-
tinuous Integration technique lets you automate
the whole process to achieve reliable builds of
the project from the source code.1

The solution we adopted to perform man-
agement information system updates follows
the same idea. For each management applica-
tion version we test, we keep its source code
and metadata (as we later explain). From that
information, we can automatically perform
updates from one version to another version.

Example of the process
We can better explain the process with an

example using the tree in Figure 1. The devel-
opment team implemented version 11.23 of the
application for client A and made the necessary
changes during implementation, so the version
that runs at client A is 11.23-A.1. The main
project keeps evolving, so, after some weeks,
the team has produced versions 11.24, 11.25,
and 12.01. Client A has carried out two new
blocks of modifications at his own expense, so
he is on version 11.23-A.3. At this moment, he
wants the team to add on version 11.25’s func-
tionalities. We assume that the client doesn’t
want to incorporate the changes in version
12.01 at this point for internal reasons.

Updating client A from version 11.23-A.3
to version 11.25-A.3 involves determining the
changes that the team performed on the main
project from version 11.23 to version 11.25
(see Figure 2, process a) and applying these
changes to version 11.23-A.3 (see Figure 2,
process b). In this way, the team doesn’t alter
any modification that the client carried out
himself—whether in the initial implementation
or successive modifications (A.2 and A.3) or in
the data generated in that period of time. If the

client didn’t make any modifications, the
changes from version 11.23 to version 11.25
applied to his version 11.23 would produce the
same result as completely implementing the
new version 11.25, but it would keep his data.

The information the parties must keep to
perform this updating process isn’t the same
for the client as for the main project’s devel-
opment team. The client must keep only his
most up-to-date version and know the refer-
ence of his last main-version update. In the ex-
ample, client A works with version 11.23-A.3
and knows that his reference version is the
11.23. The team developing the main project
must keep all the tested and released versions
of their project. The team uses this informa-
tion to give support to their clients for per-
forming updates. Although it might seem like
a lot of data, in practice it’s very easy to man-
age because it’s simply a matter of keeping the
previous versions’ source code and metadata
in a linear way. Basically, the team keeps only
the main project’s tested and released versions;
it’s not necessary for the developer to keep any
of the client’s versions.

You can expand this branching structure to
n levels. For example, take the case of an im-
plementing company that develops an applica-
tion’s new modules. A client with an imple-
mentation from this company can decide to
update from the main project or from the proj-
ect of the implementing company, which is
adding changes from the main project as well.

We based the process of generating updates
on model-driven development (MDD), which
we explain in the next section. We store the ap-
plication information in a structured way in
the application dictionary (as metadata). The
system automatically builds the updating
processes using queries that search for changes
made to the table’s structure and to the content
of the dictionary itself. The changes that the
queries obtain create the instructions to carry
out the updating from one version to another.
Those instructions are included in a process we
automated with Ant (see the Open Source col-
umn on page 89 for more information). Figure
3 summarizes the updating process from ver-
sion 11.23 to version 11.25, showing the detail
of adding a new column in the Bank table. In
that example, we show only detection of new
columns, but the process includes statements to
detect new tables, modified columns, removed
columns, referential integrity, and so on.
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Figure 2. Updating
client A by applying the
changes made to the
main project to client
A’s version.



The updating process can verify the possi-
ble conflicts that modifications in the client or
in the main project cause, choose which ver-
sion has priority over the others, and report
the process’s result at the same time.

Model-driven development
Management information systems follow a

repetitive schema whose complexity mainly re-
sides in its great volume, as developers must ap-
ply the schema to hundreds of entities. Because
of this and the need to make different versions
compatible, we’ve used an MDD approach.2,3

MDD raises the abstraction level at which
you create systems, letting you automate many
routine programming tasks. You can define
models at different abstraction levels, making
it possible to separate business logic from the
implementation technology. You can create

platform-independent models as well as lower-
level, platform-specific models. In this way,
you can reuse higher-level abstractions, mak-
ing software resistant to platform technology
changes.

MDD simplifies software development by
automating model transformations (applying
appropriate mappings) as well as code genera-
tion. Although most MDD supporting tools
automate code generation from visual models,
we use WAD (Wizard for Application Dictio-
nary), a tool that produces code from an appli-
cation dictionary in a relational database. This
dictionary is primarily based on an earlier dic-
tionary from Compiere (www.compiere.org)
used for the same purpose.

The application dictionary contains the in-
formation we need to create or update the ap-
plication: user interface windows and their
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Figure 3. The updating
process from version
11.23 to version 11.25,
showing how to add a
new column in the Bank
table.

1. Back up the database structure and data.
2. Back up the version 11.23 source code files.
3. Find the difference between the two versions. For example, find the columns that are in NewVersion and not in OldVersion, using the metadata

table Ad_Column:

Select NewVersion.Ad_Column.*

From NewVersion.Ad_Column C,

(Select Ad_Column_ID From NewVersion.Ad_Column

Minus

Select Ad_Column_ID From OldVersion.Ad_Column) A

Where C.Ad_Column_ID = A.Ad_Column_ID

We get the following result set:

4. Apply changes to database structure from version 11.23 to 11.25.

Alter Table Bank Add Column Notes VARCHAR (1000);

5. Apply metadata changes from 11.23 to 11.25. In the previous example, we construct the statement:

Insert Into Ad_Column Values (1001, ‘Bank’, ‘Notes’, ‘VARCHAR’, 1000, Null, ‘N’);

To execute this statement, you must disable constraints and triggers to avoid validation problems.
6. Replace 11.23 source code with 11.25 source code. If specific changes have been applied to version 11.23 (for example, to version 11.23-A.3),

you must also apply those changes to obtain version 11.25-A.3.
7. Create files following the Model-View-Controller pattern, and use the Wizard for Application Dictionary tool.
8. Compile files and deploy.

AAdd__CCoolluummnn__IIDD TTaabblleeNNaammee CCoolluummnnNNaammee CCoolluummnnTTyyppee CCoolluummnnLLeennggtthh DDeeffaauullttVVaalluuee IIssRReeqquuiirreedd

1001 Bank Notes VARCHAR 1000 N



structure (menus, panes, fields and buttons in
each pane, and so on, and their relative posi-
tion); some business processes captured as
database procedures; application reports struc-
ture; and other elements. Dictionary tables are
common to every client and include link infor-
mation from user interface fields to correspon-
ding business data that has been defined in
other business tables specific to each client.

WAD uses this application dictionary to au-
tomatically create a Web-based management
information system following the Model-View-
Controller pattern: XML archives and Java
classes for the model, XML and HTML pages
for the view, and servlets for the controller.

To automate the generation of Web-based
systems, we use WAD, whose portability is as-
sured since it’s written in Java. In the same
way, we could apply the model (captured in
the application dictionary) to create a man-
agement application based on some other
technology. The model remains valid, and we
have only to adapt the automation tool ac-
cording to the new specific needs.

Therefore, an important aspect of MDD is
improving long-term productivity by reducing
the rate at which software artifacts become
obsolete: we can reuse, extend, or integrate4

models to develop new systems. Another ad-
vantage of model-centered development is that
it increases maintainability—it’s easier to
make changes to the model, because they’re
defined in a standard notation or contained in
a database. Models are understandable to
many developers, and this is especially useful
when someone leaves the project.

Our team has previously built projects with
the same technology but without the WAD
tool, and we’ve found a great difference in re-
liability and productivity. Using WAD elimi-
nates the need for programmers to do me-
chanical tasks such as the repetitive editing
windows. We have to maintain a new complex
tool, but the balance is positive.

SQL Compiler
We used an open source tool called SQL

Compiler to simplify the task of writing the
code to connect to the database and retrieve
and store data from it.5 SQLC starts from
XML files (where standard SQL statements
are defined) to create code in the correspon-
ding implementation language—in our case it
creates Java classes.

Each XML configuration file contains the
Java class identification and the queries to se-
lect, update, insert, or delete data correspon-
ding to a concrete user-interface form. Each
query is defined by an element with attributes
that indicate the information needed to build
the implementation method. These elements
might include SQL-prepared statements and
any parameter necessary to dynamically com-
pose the statement in runtime.

The Java class that SQLC created contains
variables for all the fields associated with a user
interface form. This class defines methods to re-
trieve values from specified database fields.

Besides automatically generating classes to
access database information (which are part of
the model in MVC architecture), the SQLC’s
purpose is to verify system integrity. Because
the database’s data structure can change, it’s
useful to have a tool capable of detecting er-
rors in the management information system,
before the system is running, that are caused
by database changes. SQLC reports these er-
rors in compile-time, while building the sys-
tem with Ant. One of the Ant buildfile targets
is to execute SQLC. While generating the Java
classes, SQLC executes the SQL queries to re-
trieve information from the recordset and
verify that the statement is correctly formed.

Client-added code
Application definition using a dictionary

simplifies the greatest part of an application’s
updating and testing process. However, some-
times it’s still necessary to modify the source
code for some of the client’s specific processes,
whether creating new source files for new func-
tionalities or modifying existing source files to
fit the client’s work style. The system manages
these occasions during the updating process as
well by having a source file structure parallel to
the main project’s, but with only the modified
source files. The system carries out two steps
every time an update occurs: the system first
copies the source files from the main project
and then adds the source files in the client’s
own structure, rewriting if necessary.

This process lets the development team or
client add new source files or modifications
from the main project, preserving the client’s
particular changes. The system creates files for
each application’s windows such that each one
deals with a layer in the MVC architecture,
decreasing the likelihood of conflicts caused

Models are
understandable

to many
developers, 
and this is
especially

useful when
someone leaves

the project.
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by modifications in the same file. If conflicts
do occur, you can solve them manually or with
applications such as CVS.

Operating systems and libraries
The management information system we

developed has been installed on both Win-
dows and Linux operating systems, and clients
can work under either one. To achieve this
multiplatform support, the system is Web-
based, so having a Web browser is the only re-
quirement for clients. This requires no local
installation, so nothing can be subsequently
unconfigured. On the server side, although
only one or two servers are needed per imple-
mentation and the installation wouldn’t be a
problem, the system has been completely de-
veloped in Java. This ensures portability to
every system having a Java Virtual Machine
(all of the current operating systems).

A possible version conflict can appear in
the server because of the libraries used. While
building and executing the application, we in-
dicate explicitly the files that contain the li-
braries (using Ant). You might think that one
of the libraries’ characteristics, that of reuti-
lization, is lost, but given the libraries’ small
size (27 files with a total size of 10.9 Mbytes
in our case) compared to current systems’ ca-
pacities, the space saving that we could
achieve isn’t worthwhile when considering the
system’s robustness.

W e’ve used the tools described here
to develop an open source, Web-
based management information

system and implement it in several companies
from different sectors, with different levels of
customization. After the first implementation
for each client, the main project team has con-
tinued to improve the system, adding new
functionalities. The team has transferred these
changes to the clients by performing the nec-
essary updates with no more problems than
those typical of a new tool. Nowadays, it’s an
automated process that clients can accomplish
on their own.

We plan to continue work on handling in-
compatibilities between main-project modifi-
cations and client customizations. We also plan
to automate control of the updating process’
success to recover the previous version in case

a failure occurs. With these improvements, the
updating process could be performed periodi-
cally without user intervention.
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